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Securing the Future of Al on AWS
with ldentity-Centric Controls

Keep bad actors out and your Al in check—before either can do damage

Overview

As organizations increasingly adopt AWS Al services such as AWS Bedrock, Amazon Q, and Amazon Rekognition,
securing Al governance mechanisms, controlling model access, and preventing unauthorized use of Al workflows
are becoming critical concerns. While these services provide built-in security features, such as guardrails, access
controls, and model restrictions, they ultimately rely on IAM permissions for enforcement. Without stringent |AM
controls, governance measures can be bypassed, potentially exposing organizations to security risks.

How the Sonrai Cloud Permissions Firewall Helps

The Sonrai Cloud Permissions Firewall secures AWS Al services by continuously analyzing IAM permissions,
enforcing least-privilege access, and applying policy guardrails. A key capability is Permissions on Demand—an
automated workflow that grants sensitive access in a scoped, time-limited, and fully auditable manner. If critical
permissions or identities are mistakenly removed or need to be re-enabled, access is restored securely and with
oversight, maintaining operational continuity without compromising security.

Key benefits include:

e Limit Al access to authorized identities — Ensures only approved users or applications interact with
models, modify governance settings, or access Al services.

e Prevent unauthorized modifications to Al workflows — Protects Al service interactions from tampering,

misuse, or security breaches.

e Enforce governance through IAM policy and permissions approval controls — Maintains compliance
by ensuring only authorized changes to model permissions, guardrails, and regional deployments

are allowed.

By enforcing strict IAM controls and least-privilege access, the Sonrai Cloud Permissions Firewall ensures Al
services remain secure, governance policies stay intact, and workflows are protected from unauthorized
access or exploitation.
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Mitigating Key Security Risks with the Sonrai Cloud Permissions
Firewall

Protecting Workflow and Model Confidentiality & Integrity

A significant concern in Al security is the potential for users with excessive |IAM permissions to modify Al workflows,
intercept sensitive queries, or manipulate logging configurations. Without the right controls in place, malicious actors
or insiders could execute man-in-the-middle (MITM) attacks, redirecting Al interactions or modifying results in ways

that compromise integrity.

For example, an internal user with broad |IAM permissions could access Amazon Bedrock and update the logging
configurations (using * bedrock:PutModellnvocationLoggingConfiguration®) to store user queries containing sensitive
data in plaintext. Alternatively, they could modify the generative Al workflow directly (using permissions like
*bedrock:UpdateFlow" or *bedrock:AssociateAgentCollaborator') to intercept user queries and exfiltrate the data or
maliciously manipulate the responses, bypassing typical detection mechanisms. Such manipulation can undermine
trust in the Al's outputs and pose a serious data security risk.

How the Cloud Permissions Firewall Secures Al Workflows and Model Integrity:

e Blocks unauthorized model access — Ensures only approved identities can modify Al models, preventing
manipulation or exfiltration of sensitive data.

e Locks down Al workflow configurations — Prevents unauthorized modifications, ensuring workflows

remain secure and tamper-proof.

e Prevents Al redirection attacks — Stops malicious actors from intercepting or rerouting Al interactions,

safeguarding model integrity.

e Restricts logging modifications — Protects the confidentiality of Al queries and responses by preventing
unauthorized changes to logging settings.

By enforcing least-privilege access, the Cloud Permissions Firewall ensures Al workflows and models remain
secure, reducing the risk of data leaks and unauthorized modifications.

Preventing Al from Performing Unauthorized Actions

AWS Al services can assume roles, invoke Lambda functions, access S3 objects, and return processed data. This
flexibility is powerful but also introduces security vulnerabilities if IAM permissions are misconfigured. Malicious
users or unintentional misconfigurations could allow these services to be coerced into performing unauthorized
operations, such as accessing sensitive data, invoking functions or making unauthorized modifications to cloud
resources.

For instance, if Amazon Bedrock agents or flows are granted overly permissive |AM roles, they could be tricked
into invoking sensitive Lambda functions or accessing confidential S3 buckets on behalf of a malicious user.
A malicious user could craft a seemingly legitimate query that leads the Al service to perform unauthorized
operations, effectively exploiting it as a “confused deputy.” This can result in data breaches or manipulation of
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core services without direct user interaction.

e Restricts execution roles — Prevents the assignment of unauthorized IAM roles to Al services that could
result in malicious redirection of Al actions.

e Limits Al service permissions — Ensures Al workflows only perform approved actions or invoke approved
functions, preventing unintended operations.

e Blocks unauthorized model training — Ensures only approved workflows can fine-tune or modify models,
protecting sensitive datasets.

e Prevents data extraction via Al inference — Prevents unauthorized granting of data access to Al workflows
by restricting new agent knowledge-base associations and flow updates intended to add new storage
access nodes.

By enforcing strict IAM controls, the Cloud Permissions Firewall ensures that Al services operate securely within
their intended scope, reducing the risk of unauthorized actions and data exposure by an Al service.

Preventing Unintentional Third-Party Access to Al Workloads

In modern cloud environments, third-party vendors, contractors, and partner organizations often have some level
of access to an enterprise’s cloud infrastructure for operational, support, or compliance-related purposes. However,
these entities are rarely intended to interact directly with an organization’s Al models, workflows, or data. The
challenge arises when broad IAM permissions inadvertently grant third-party identities unintended access to
sensitive Al workloads, increasing the risk of data exposure or governance violations.

For example, a third-party data analytics firm brought in to process operational metrics might be granted access to
Amazon S3 and AWS Glue for data transformation tasks. If IAM policies are not carefully scoped, that same identity
could inadvertently gain access to Bedrock models, training datasets, or inference APIls used by sensitive internal
workflows. This could expose proprietary models or leak customer data used during Al training.

How the Cloud Permissions Firewall Prevents Unauthorized Third-Party Access:

e Enforces strict boundaries around Al permissions — Ensures external identities cannot accidentally access
Al models, training data, or inference endpoints.

e Prevents unauthorized Al service invocation — Blocks third-party roles from interacting with Al workflows
or modifying governance settings.

e Dynamically adjusts IAM policies — Continuously analyzes permissions and restricts Al-related access for

external users.

e Tightly scopes and time-limits third-party privileges — Reduces exposure risks by ensuring temporary and
minimal access where necessary.

With real-time enforcement, the Cloud Permissions Firewall prevents unintended third-party access, ensuring
organizations maintain Al security, compliance, and governance at all times.
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Restricting Al Service Regionality

A critical aspect of Al governance is ensuring that Al services are used only in approved geographic regions.
Unrestricted regional access can create compliance risks, violate data residency requirements, and expose Al
workloads to threats in less-secure regions. AWS Al services can be deployed across multiple AWS regions,
increasing the need for controlled access.

For example, an Al developer might unintentionally launch a SageMaker training job in a non-EU AWS region while
working with datasets containing personal information about EU citizens. If |AM permissions do not enforce region-
specific constraints, the training and storage of that data outside the EU could constitute a violation of the General
Data Protection Regulation (GDPR), exposing the organization to significant legal and financial risk.

How the Cloud Permissions Firewall Enforces Regional Restrictions:

e Blocks unauthorized Al deployments in restricted regions — Ensures Al services can only be deployed in
approved geographic locations.

e Maintains compliance with regulatory requirements — Enforces region-based access controls to align with
data residency and compliance mandates.

e Reduces the risk of data exposure across jurisdictions — Prevents Al workloads from operating in

unapproved or less-secure regions.

¢ Requires explicit approval for region-specific Al deployments — Ensures governance oversight before any
Al service is used in a new region.

By enforcing regional access controls and governance approvals, the Cloud Permissions Firewall helps organizations
maintain compliance, protect sensitive data, and prevent unauthorized Al deployments in unapproved locations

Ensuring Al Governance with Audit and Approval

A key security challenge in managing AWS Al services is the risk of IAM misconfigurations that could grant
unauthorized users the ability to alter governance settings or bypass security controls. AWS Bedrock, for instance,
relies on foundational model agreements and guardrails to regulate interactions, while Amazon Q and Rekognition
enforce their own access policies. However, weak IAM permissions can override these protections, leaving Al
workflows vulnerable to misuse and unauthorized modifications.
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How the Cloud Permissions Firewall ensures Al governance:
e Secures permissions to enforce governance:

o Prevents unauthorized modifications to foundational model agreements in Bedrock
(bedrock:PutFoundationModelEntitlement)

o Restricts changes to guardrails in Amazon Q (gbusiness:UpdateChatControlsConfiguration)
o Enforces compliance with access policies in Rekognition (rekognition:PutProjectPolicy)

e Controls Al service invocations — Ensures API calls occur only within approved workflows, reducing the
risk of misuse.

¢ Implements a strict approval process for IAM changes — Guarantees that only authorized users can modify
model agreements, guardrails, and security policies to maintain governance integrity.

Together, these Cloud Permissions Firewall capabilities strengthen governance oversight, enhance visibility into
permission modifications, and reduce the risk of security gaps caused by misconfigurations.

Conclusion

AWS Al services like Bedrock, Amazon Q, and Rekognition provide powerful capabilities for organizations, but
without proper |IAM enforcement, they can become security liabilities. The Sonrai Cloud Permissions Firewall
ensures that |IAM policies remain strictly enforced, governance controls stay intact, and Al workflows are
protected from unauthorized access and misuse. These mechanisms bridge teams—security, Al, compliance,
and operations—by connecting them through centralized, policy-driven decision-making, reducing risk while
accelerating secure innovation in high-value Al environments. By leveraging the Cloud Permissions Firewall,
organizations can confidently integrate Al into their cloud environments while maintaining security, compliance,
and operational integrity.
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